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ABSTRACT. Modern machine learning systems exhibit a range of phenom-
ena that are not adequately explained by classical theories. The workshop
examined recent progress toward a mathematical understanding of these phe-
nomena, bringing together researchers with expertise in probability, analysis,
geometry, optimization, statistics, and theoretical computer science. Discus-
sions addressed complexity and parametrization, optimization dynamics, rep-
resentation learning, robustness, and the mathematical structure of modern
architectures. Particular emphasis was placed on identifying intrinsic geomet-
ric, probabilistic, and computational principles underlying learning systems.
The workshop fostered interactions across disciplines and highlighted a num-
ber of open problems and future directions for the mathematical foundations
of machine learning.
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Introduction by the Organizers

Background and Motivation. The workshop Modern and Emerging Phenom-
ena in Machine Learning, held at the Mathematisches Forschungsinstitut Ober-
wolfach from March 8-13, 2026, brought together researchers from mathematics,
statistics, computer science, and related disciplines to discuss recent advances in
the theoretical understanding of modern machine learning systems.
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Over the past decade, machine learning has undergone a remarkable transfor-
mation. Driven by unprecedented increases in data availability, computational re-
sources, and model scale, learning systems have achieved impressive performance
across a broad range of scientific and technological applications. At the same
time, the emergence of foundation models, including large language models, dif-
fusion models, and increasingly capable multi-agent systems, has expanded the
scope of machine learning far beyond the settings traditionally considered in sta-
tistical learning theory. Many of the empirical successes of these systems challenge
classical theoretical intuitions. Phenomena such as double descent, benign over-
fitting, edge-of-stability training, grokking, scaling laws, and feature learning have
exposed important limitations of existing theoretical frameworks. In particular,
the behavior of highly overparameterized models often departs from predictions
based on classical notions of complexity, optimization, and statistical inference.
These developments have raised fundamental questions about how model archi-
tecture, training dynamics, and data interact to produce generalization in modern
learning systems.

These developments have stimulated intense mathematical activity. New theo-
retical approaches have emerged drawing upon a diverse collection of mathematical
disciplines, including probability theory, high-dimensional statistics, random ma-
trix theory, optimization, dynamical systems, statistical physics, differential and
algebraic geometry, harmonic analysis, and combinatorics. At the same time, con-
temporary machine learning systems have raised new questions concerning repre-
sentation, computation, reasoning, adaptation, and the appropriate mathematical
abstractions through which these phenomena should be understood. Unlike many
mature areas of mathematics, where a consensus exists regarding the fundamental
objects of study, machine learning theory is still actively developing its concep-
tual foundations. Competing viewpoints based on function spaces, optimization
dynamics, kernels, stochastic processes, representation geometry, computational
complexity, and information-theoretic principles each illuminate different aspects
of learning systems, yet their precise relationships remain poorly understood.
While significant progress has been made, many foundational questions remain un-
resolved. What notions of complexity govern learning and generalization in highly
overparameterized and moderately overparametrized models? Why do gradient-
based optimization methods consistently identify solutions that generalize well?
How do useful representations emerge during training? What are the computa-
tional limitations of modern learning systems? And to what extent do contem-
porary architectures such as transformers, diffusion models, and reinforcement-
learning-based training procedures require fundamentally new mathematical ab-
stractions?

To address these questions, the workshop was organized around two comple-
mentary perspectives. The first revisited classical questions of learning theory in
light of modern architectures, while the second focused on novel phenomena aris-
ing in contemporary Al systems. These perspectives provided a framework for
examining both the continuity and the transformation of machine learning theory
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over the past decade, while helping to identify mathematical principles that may
ultimately unify a rapidly expanding collection of empirical phenomena.

Overview of the Scientific Program. The scientific program was designed to
bring together communities that have often developed in parallel. Researchers
working on mathematics, statistics, theoretical computer science, and contempo-
rary machine learning models were invited to examine a common set of questions
from different mathematical viewpoints. To facilitate this exchange, the scientific
program was organized around two complementary perspectives.

The first perspective concerned modern perspectives on classical questions in
machine learning theory. These included questions of complexity and generaliza-
tion, the role of overparameterization, implicit and explicit regularization, opti-
mization dynamics, feature learning, and the influence of architectural symmetries
and geometric structure. While many of these topics have long histories in sta-
tistics, optimization, and learning theory, the advent of highly overparameterized
models has fundamentally reshaped the mathematical landscape in which these
questions are studied.

The second perspective focused on emerging phenomena associated with con-
temporary Al systems. Topics in this category included new mathematical ques-
tions arising from transformers and sequence models, diffusion-based generative
models, reinforcement-learning-based training procedures, synthetic data gener-
ation, multi-agent systems, and the growing class of foundation models. These
systems exhibit behaviors that often lie beyond the scope of classical statistical
learning frameworks, including in-context learning, chain-of-thought reasoning,
scaling laws, emergent capabilities, weak-to-strong generalization, model collapse,
and increasingly sophisticated forms of adaptation and coordination.

Although these two perspectives emphasize different classes of phenomena,
many discussions revealed deep connections between them. Questions arising in
contemporary Al systems frequently led back to familiar mathematical themes
involving representation, complexity, optimization, computation, and generaliza-
tion, while classical theoretical frameworks often required substantial refinement
to account for newly observed behaviors. As the week progressed, it became in-
creasingly clear that progress in understanding modern learning systems will likely
depend on developing mathematical ideas that cut across individual architectures,
learning paradigms, and application domains.

This observation was reinforced by the breadth of mathematical perspectives
represented at the workshop. Participants brought expertise from probability the-
ory, stochastic analysis, partial differential equations, optimization, geometry, ap-
proximation theory, numerical analysis, harmonic analysis, statistical physics, the-
oretical computer science, and statistics. While these areas differ considerably in
their methods and traditions, many discussions revealed a growing convergence
around questions arising from modern machine learning. One of the distinguish-
ing features of the workshop was the opportunity to bring these perspectives into
direct dialogue, revealing connections and shared mathematical challenges that
might otherwise have remained unnoticed.
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The lectures, discussions, and collaborative activities therefore served not only
to advance understanding within individual research directions, but also to clar-
ify broader mathematical questions beyond particular models, architectures, and
application domains. The major scientific themes that emerged from these inter-
actions are summarized in the following section.

Scientific Themes. The presentations covered a wide range of topics, from kernel
methods and optimization theory to transformers, diffusion models, neuromorphic
computing, and multi-agent systems. A recurring theme throughout the workshop
was the search for mathematical principles capable of explaining the behavior of
modern learning systems across a broad range of architectures, scales, and training
paradigms.

The workshop also illustrated the extent to which contemporary machine learn-
ing theory draws on ideas from across the mathematical sciences. Techniques
from optimization, probability, stochastic analysis, dynamical systems, geometry,
approximation theory, numerical analysis, information theory, statistical physics,
and computational complexity appeared throughout the program. The resulting
interactions highlighted both the richness of the field and the growing need for
mathematical frameworks capable of connecting these different viewpoints.

Complexity and Realization Maps. One of the central questions addressed through-
out the workshop concerned the appropriate notion of complexity for modern
learning systems. Classical measures based on parameter counts, VC dimension,
or norm constraints often fail to explain the empirical behavior of highly over-
parameterized models. As a result, several speakers proposed alternative notions
of complexity rooted in geometry, representation, computation, and dynamical
structure.

In searching for the correct complexity measure through which learning systems
should be understood, presentations highlighted a shift away from parameter-space
descriptions toward more intrinsic objects. Different talks emphasized different
perspectives. Some focused on the realization map that associates model pa-
rameters with functions. Others turned to model rank, kernel representations, ap-
proximation barriers, and representation spaces arising from modern architectures.
Still others approached learning through computational notions inspired by circuit
complexity and exact function computation. The shared focus of these discussions
was to identify intrinsic structures that govern learning behavior independently
of the often enormous number of trainable parameters. By moving into func-
tion, representation, or computational spaces, questions concerning expressivity,
approximation, feature learning, and generalization then become manifestations
of deeper geometric or computational properties of these objects. Understanding
the relationships among these competing notions of complexity emerged as one of
the most significant conceptual challenges discussed during the workshop.

Implicit Bias and Learning Dynamics. Perhaps the most prominent theme of the
workshop concerned implicit bias. In particular, optimization algorithms serve not
only to minimize objective functions but also as powerful sources of inductive bias
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that shape the representations, functions, and generalization behavior ultimately
obtained. Across a wide range of models and training procedures, speakers inves-
tigated how optimization algorithms select particular solutions among the many
possibilities available in overparameterized models.

Topics included gradient descent and stochastic gradient descent, large-learning-
rate regimes and catapult dynamics, early stopping, cross-entropy training, noise-
induced regularization, neural collapse, and implicit biases arising in transformers
and state-space models.

A particularly striking development was the growing role of stochasticity as a
structural ingredient of learning systems rather than a source of noise. In many
settings, randomness played a central role in the optimization dynamics and the
implicit biases. Stochastic gradient methods were studied as random dynamical
systems whose fluctuations influence the selection among many competing so-
lutions. Random initialization, large-learning-rate regimes, catapult dynamics,
Langevin-type training procedures, and randomized step-size methods provided
examples in which stochasticity fundamentally affects optimization trajectories.
Understanding how optimization, architecture, randomness, and data geometry
interact to determine learned solutions remains one of the central challenges in
contemporary machine learning theory.

Foundation Models, Distribution Shift, and Synthetic Data. Several talks focused
on theoretical questions arising from foundation models and large-scale generative
ATl systems. In contrast to classical supervised learning settings, these systems are
often trained and deployed under substantial distribution shifts and make exten-
sive use of synthetic data, reinforcement-learning-based training, and reasoning-
oriented objectives.

Topics included weak-to-strong generalization, curriculum design, chain-of-
thought reasoning, reinforcement learning with verifiable rewards, synthetic data
generation, and model collapse. A recurring observation was that distribution shift
is not always detrimental. In several settings, carefully chosen shifts in the train-
ing distribution can improve generalization by inducing favorable implicit biases
or encouraging more effective reasoning strategies.

These developments challenge conventional views of learning and suggest that
many phenomena associated with modern foundation models may not be ad-
equately captured by classical statistical learning frameworks. Understanding
the mathematical principles governing reasoning, adaptation, synthetic data, and
large-scale pretraining emerged as an important direction for future research.

Computation and Learnability. A fourth theme that emerged repeatedly was the
growing importance of computation as a constraint on learning. Classical learning
theory has traditionally focused on statistical questions concerning data, estima-
tion, and generalization. Many contemporary machine learning systems, however,
operate in regimes where computational limitations appear equally fundamental.



688 Oberwolfach Report 11/2026

Several talks highlighted situations in which learning or sampling is information-
theoretically possible yet computationally difficult, suggesting that statistical and
computational questions can no longer be cleanly separated.

Topics included computational barriers for diffusion-based generative models,
the impact of training on synthetically generated data, limitations of gradient-
based optimization methods, circuit complexity, and exact function computation
by neural networks.

Several discussions suggested a shift in perspective from viewing learning sys-
tems primarily as statistical estimators toward viewing them as adaptive compu-
tational processes. Understanding the interplay between statistical and compu-
tational phenomena therefore emerged as a central challenge for future research.
More broadly, a recurring question throughout the workshop was whether the re-
markable capabilities of modern learning systems reflect fundamentally new com-
putational principles or whether they can ultimately be explained through ex-
tensions of existing ideas from optimization, theoretical computer science, and
numerical analysis.

Efficient, Trustworthy, and Sustainable AI. The workshop also highlighted the
growing importance of questions concerning efficiency, trustworthiness, and soci-
etal impact. As machine learning systems continue to increase in scale and ca-
pability, issues of energy consumption, robustness, interpretability, and alignment
are becoming increasingly intertwined with core mathematical questions.

Several talks explored the mathematical foundations of sustainable Al, includ-
ing neuromorphic computing, spiking neural networks, and alternative hardware
paradigms motivated by energy efficiency. Others examined alignment between
human and machine representations, robustness under distribution shift, and the
behavior of interacting collections of learning agents.

Several participants emphasized that robustness, alignment, energy efficiency,
and reliability should not be viewed as peripheral concerns arising at deployment.
Rather, efforts to address these challenges are bringing fundamental questions
about learning systems to the forefront, including how they represent information,
generalize from data, and behave under changing conditions.

Scaling as an Organizing Principle. Another theme that appeared throughout the
workshop was the growing importance of scaling as a mathematical principle. His-
torically, asymptotic analysis has played an important role in probability, statistics,
and statistical physics. In modern machine learning, scaling has acquired a new
significance as a source of empirical regularities that appear remarkably consistent
across models, architectures, and tasks.

Questions concerning width, depth, sample size, parameter count, data size,
and computational budget arose repeatedly in discussions of neural networks, ker-
nel methods, transformers, diffusion models, and representation learning. Several
speakers investigated proportional and polynomial scaling regimes, while others
studied the effects of increasing model size or training compute. The resulting
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phenomena included phase transitions, changes in representation structure, emer-
gent capabilities, and qualitative shifts in optimization dynamics.

These developments suggest that scaling laws may play a role analogous to
universality principles in statistical physics and may reveal organizing principles
that govern broad classes of learning systems. Indeed, several discussions suggested
that scaling should perhaps be viewed as a fundamental lens through which modern
learning systems are analyzed.

Toward a Unified Mathematical Perspective. The themes discussed throughout
the workshop illustrate both the breadth of contemporary machine learning the-
ory and its active phase of conceptual development. Speakers emphasized various
mathematical structures to understand modern learning systems. Some focused
on optimization trajectories and the dynamical systems induced by gradient-based
training, while others on the geometry of function spaces, realization maps, and
learned representations. Concepts ranging from model rank, effective dimension,
computational and circuit complexity to condensation, information-theoretic quan-
tities, and representation spaces motivated by neuroscience and cognitive science
were proposed as potential organizing principles. While these viewpoints rely
on distinct mathematical formalisms, they share a common goal: identifying the
mathematical principles that explain how modern learning systems represent infor-
mation, perform computation, adapt to data, and generalize beyond their training
environments.

A central impression from the workshop was that these seemingly disparate per-
spectives are likely capturing different facets of a common underlying phenomenon.
A recurring challenge for the field is therefore to determine which mathematical
abstractions are fundamental, which are model-dependent, and how these perspec-
tives can be integrated into a coherent mathematical framework. Whether such
a synthesis ultimately takes the form of a unified mathematical theory remains
an open question. Nevertheless, the convergence of ideas observed throughout the
week suggests that machine learning theory is gradually moving beyond the analy-
sis of isolated phenomena toward the identification of broader organizing principles
governing modern learning systems.
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Abstracts

Deep Neural Network Initialisation: Impact of Nonlinear Activations
on the Gaussian Process and Rank-Collapse

JARED TANNER

(joint work with Michael Murray, Vinayak Abrol, Alireza Naderi, Thiziri Nait
Saada, Nicholas Daultry Ball, Adam C. Jones, and Samuel C. H. Lam)

Randomly initialised deep neural networks are known to generate a Gaussian pro-
cess for their pre-activation intermediate layers. In this talk, we will review this line
of research and discuss how the choice of nonlinear activations impacts the evolu-
tion of the Gaussian process. Specifically, we will discuss why sparsifying nonlinear
activations, such as soft thresholding, are unstable. We will then present condi-
tions under which these issues can be overcome, and show how non-sparsifying
activations can be improved to yield more stable behaviour when acting on a data
manifold. Finally, we will discuss a similar manifestation for attention-based net-
works, where traditional activations can result in networks converging towards
one-dimensional subspaces. New theory for the resolution of this rank-collapse
will be presented.

Learning from Surrogate Data: Weak-to-Strong Generalization
through the Lens of High-Dimensional Regression

MARCO MONDELLI

It is increasingly common in machine learning to use learned models to label
data and then employ such data to train more capable models. The phenome-
non of weak-to-strong generalization exemplifies the advantage of this two-stage
procedure: a strong student is trained on imperfect labels obtained from a weak
teacher, and yet the strong student outperforms the weak teacher. In the talk, I
will start by considering ridgeless, high-dimensional regression, and I will provide
a sharp characterization of the risk of the target model when the surrogate model
is either arbitrary or obtained via empirical risk minimization. This shows that
weak-to-strong training, with the surrogate as the weak model, provably outper-
forms training with strong labels under the same data budget, but it is unable to
improve the scaling law. Next, I will show that the scaling law can improve when
both the student and the teacher are trained via random feature ridge regression.
I will derive a dimension-free deterministic equivalent for the risk of the student
trained on teacher labels and then, via this deterministic equivalent, I will identify
regimes in which the scaling law of the student improves upon that of the teacher.
This shows that the improvement can be achieved both in bias-dominated and
variance-dominated settings. Strikingly, the student may attain the minimax op-
timal rate regardless of the scaling law of the teacher — in fact, when the risk of
the teacher does not even decay with the sample size. The talk is based on [1, 2].
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Implicit Biases in Transformers and SSMs: Distribution Shifts Can
Improve Generalization

Napav COHEN

Modern large language models (LLMs) are typically built from Transformers and,
increasingly, from structured state space models (SSMs). A striking feature of
both families is that they often generalize well even under a distribution shift be-
tween training and test data. This is not the kind of generalization captured by
the classical approximation—estimation tradeoff, where training and test data are
assumed to come from essentially the same distribution. Rather, it suggests that
architecture and optimization induce an implicit bias toward solutions that extrap-
olate beyond the empirical training distribution. The goal of the works discussed
in this talk is to make that statement mathematically precise in representative
settings for Transformers and SSMs.

The Transformer part of the talk is based on [1] and focuses on outcome-based
reinforcement learning, in which a model is rewarded only for the correctness of
its final answer. This setup is motivated by recent reasoning-oriented pipelines for
LLMs, where one hopes that sparse rewards may nevertheless induce the model
to discover useful intermediate computations. The theoretical question is whether
gradient-based training can in fact drive a Transformer toward step-by-step rea-
soning, and, if so, under what conditions on the data distribution. To study this,
we analyze a graph traversal problem called chain identification. The input con-
sists of edges forming two disjoint chains together with a start vertex, and the
model must output the terminal vertex of the chain containing the start. The task
is naturally stratified by difficulty: examples are “simple” when the start vertex is
close to the terminal vertex and “complex” when many traversal steps are required.
In this setting, step-by-step reasoning is not merely a convenient interpretation;
it is essential. One can show that single-step generation is insufficient in a precise
complexity-theoretic sense, whereas multi-step reasoning can solve the task opti-
mally. However, optimal behavior alone does not determine what gradient-based
training will learn, because there are many reward-maximizing strategies, includ-
ing highly inefficient ones. Our central positive result is that when the training
distribution assigns sufficient mass to simple examples, gradient flow on a one-
layer Transformer converges to an efficient chain-traversal procedure. In other
words, the implicit bias induced by architecture and optimization favors a genuine
reasoning algorithm, and that algorithm then generalizes to harder examples out-
side the training distribution. Conversely, when the training distribution contains
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only complex examples, the relevant gradients become exponentially small, and
learning is intractable. From the perspective of curriculum design, this yields a
somewhat counterintuitive message: introducing a distribution shift into training
by adding easier examples can improve out-of-distribution generalization, rather
than harm it. The accompanying experiments support this picture in both syn-
thetic and more realistic regimes. In the theoretical one-layer setting, training
on simple instances leads the model to learn chain traversal and to generalize to
substantially more complex examples, whereas training only on harder instances
does not. Complementary experiments with Qwen2.5-3B [5] trained via GRPO on
a mathematical reasoning task show the same qualitative phenomenon: exposure
to easier derivations materially improves performance on long derivations, while
training only on the hardest cases leads to poor generalization. These experiments
do not prove that practical language models reason exactly as in the theory, but
they do suggest that the theoretical mechanism captures something real about
how sparse supervision can induce structured multi-step computation.

The SSM part of the talk is based on [4], and considers a teacher—student learning
regime. Here an unknown low-dimensional teacher SSM generates labels at a fixed
horizon, and an overparameterized student SSM is trained by gradient descent to
fit those labels. Prior work showed that, in this regime, gradient descent initial-
ized near zero can recover a representation that extrapolates to longer horizons
than those seen in training [3, 2]. This again yields a form of generalization under
distribution shift: the model is trained on sequences of one horizon and succeeds
on longer ones. However, the newer result discussed in this talk shows that this
implicit bias is much more fragile than one might expect. Although many training
sets lead to successful extrapolation, there also exist correctly labeled examples
whose inclusion in the training set completely destroys the desired generalization
behavior. Thus, even though the extra example is fully consistent with the teacher,
it can distort the optimization trajectory so that the student no longer extrapo-
lates. In adversarial learning language, this phenomenon is known as clean-label
poisoning. Experiments indicate that the phenomenon is not limited to the stylized
linear setting: analogous failures appear for modern SSM architectures such as S4-,
Mamba2-, and LRU-based models on real-world data. The lesson is again counter
to conventional wisdom—if some cleanly labeled examples disrupt the beneficial
implicit bias, then removing data may improve generalization.

Taken together, these results suggest a broader perspective on modern sequence
models. Distribution shift should not always be viewed purely as an obstacle
between training and test. In some cases, deliberately shaping the training dis-
tribution can help the optimization dynamics find qualitatively better algorithms:
for Transformers, by ensuring sufficient exposure to easy instances that seed multi-
step reasoning; for SSMs, by avoiding examples that derail extrapolative solutions.
This raises several questions. Can one characterize, beyond the stylized settings
studied so far, which curricula encourage algorithmic reasoning in Transformers?
How should one identify potentially disruptive but clean examples for SSMs or hy-
brid architectures? And, perhaps most importantly, can these insights be turned
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into principled data-selection or curriculum-learning methods for training founda-
tion models at scale? Answering such questions may help turn implicit bias from
an observed phenomenon into a practical design principle.
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Gradient Descent with Large Step Sizes: Chaos and Fractal
Convergence Region

SHUANG LIANG
(joint work with Guido Montufar)

A recurring theme in modern machine learning is that optimization with large
step sizes can have a strong effect on the final solution selected by the training
algorithm. In particular, large step sizes have been associated with flat and bal-
anced minimizers of the training objective [2, 3, 4], sparse feature representations
[5, 6], smooth solution functions [7, 8], and improved generalization [9, 10, 11].
The goal of this talk is to explain that large step sizes can place gradient descent
in a chaotic regime, where the training outcome is unpredictable and there are no
simple implicit biases, such as towards balancedness, minimum norm, or flatness.
This talk is based on joint work with Guido Montufar [1].
The starting point is the scalar-vector factorization problem

: Lo 2

(0 30T
Note, even this simple model already captures several features of neural network
optimization: non-convexity, non-Lipschitz gradients and a continuum of global
minimizers. For this problem we characterized the critical step size exactly, namely
the largest step size below which gradient descent converges for almost every initial-
ization. Then we showed that, at critical step size, arbitrarily small perturbations
of the parameter initialization can redirect gradient descent toward significantly
different global minimizers, including minimizers with arbitrarily large norm or
imbalancedness, or toward the saddle point. This is a hallmark of unpredictabil-
ity: it is impossible to reduce the error in the prediction of the converging point
by improving the precision in the specification of the initialization. To further
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quantify the chaos, we show that the topological entropy of the gradient descent
system is bounded below by log 3.

A second phenomenon appears after adding {5 regularization. For the problem

. LT 2 | A 2 2
min, 50—y + S0l + )

we showed that the boundary of the convergence region develops a fractal struc-
ture. In particular, after a suitable symmetry reduction, this boundary is described
by a self-similar curve, and its fractal dimension is estimated numerically as 1.249.
In the meantime, the selection of the minimizer remains unpredictable when the
initialization is near the convergence boundary. So in the regularized setting there
are two layers of instability: not only is the limiting point of convergent trajectories
unpredictable but also the convergence itself.

I also presented numerical experiments for ReLU network and linear self-
attention modules. These experiments suggest that gradient descent with large
step sizes can exhibit similar chaotic phenomena in non-linear models. It is also
observed that the chaotic regime is qualitatively different from the well-studied
Edge of Stability (EoS) regime [12]. In the EoS regime, the sharpness of the ob-
jective function at the converged minimizer is anticipated to be close to two over
the step size, while in the chaotic regime, the sharpness scatters randomly below
this threshold.

The main message of the talk is that the influence of the step size can be
much more complicated than one might expect. Much of the recent literature
emphasizes beneficial implicit biases induced by large learning rates. However,
when the step size approaches the edge of convergence, optimization can become
genuinely chaotic, and a simple implicit bias description may no longer apply. This
suggests that we need a more careful examination of step sizes and more refined
language to describe their effects. An interesting open direction is to understand
how much of this mechanism persists beyond the settings considered here.
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Large Spikes in SGD: A Large-Deviations View of Catapults
BENJAMIN GESS
(joint work with Daniel Heydecker)

The talk discussed recent joint work with Daniel Heydecker on the mechanism
behind large loss spikes in stochastic gradient descent (SGD). The starting point
is the catapult picture for full-batch gradient descent: when the learning rate is
large compared to the initial curvature scale, the loss may first increase dramat-
ically before the dynamics settle in a flatter region where training can continue.
In deterministic gradient descent this phenomenon is essentially organized by two
thresholds, separating a stable lazy-training regime, a catapult regime, and even-
tual divergence.

The main point of the work is that in the stochastic setting this picture becomes
substantially richer. Mini-batching does not merely perturb the deterministic cat-
apult phase; rather, it splits it into qualitatively different sub-regimes. In the
model analyzed in the paper, one considers a shallow network in NTK scaling and
tracks two scalar observables: the prediction p(t) and a curvature parameter A(t),
which plays the role of an effective sharpness. For linear activation and batch
size one, these quantities satisfy a closed stochastic recursion. As long as |u(t)]
remains below the nonlinear scale y/n /7, the dynamics are well approximated by
a multiplicative random walk,

put+1) = (1= nlosy 1)) u(t),

while A(t) changes only very slowly.
This reduction leads to a central quantity, the log-drift

G(\) = Z]m log|1 — nAs7|.
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Its sign determines the internal structure of the SGD catapult region. If G(A\g) > 0,
then the multiplicative walk is inflationary: spikes are typical, indeed essentially
guaranteed with high probability on the relevant time scale. If G(A\g) < 0, then the
dynamics are deflationary: spikes are no longer typical, but they remain possible
as large-deviation events. This already explains one of the empirical observations,
namely that SGD can exhibit repeated spikes even in parameter regimes where
the deterministic theory predicts only a single catapult event.

The log-drift G(A) can be highly non-monotone, even for a dataset with only two
atoms. Consequently, increasing curvature need not make spikes more likely in any
monotone sense. One may pass from an inflationary region to a deflationary one
and later back again, so the stochastic phase diagram is genuinely more intricate
than its deterministic counterpart.

In the deflationary regime we identified an explicit Cramér-type exponent ¢(\),
defined as the unique positive solution of

Zpi|1 —77)\55‘9 =1L
i

This exponent governs the probability of reaching a spike of size M before the
dynamics relax, yielding the asymptotic law

« (leoly 70
B(sup ()] > M) ~ (57)

for thresholds up to the natural moderate-spike scale. In particular, at the scale
M ~ y/n/n, the probability of a medium-to-large spike is polynomial, of order
(n/ 77)*19()‘0)/ 2 up to polylogarithmic corrections. A key conceptual message thus is
that “rare” does not mean exponentially suppressed here; the relevant probabilities
are only polynomially small, so such spikes may still be visible in realistic high-
dimensional training.

A second result concerns the effect of spikes on sharpness. Once |u(t)| reaches
the scale v/n/n, the curvature update becomes order one. In the minibatch cata-
pult window, the sign of the curvature increment is negative, so a spike forces A(t)
downward. Thus the stochastic catapult mechanism retains the same geometric
narrative as in full-batch gradient descent: instability creates a spike, and the
spike reduces curvature, thereby moving the dynamics toward flatter regions.

Closely related to this is another result proving that substantial curvature re-
duction without a spike is exponentially unlikely. In other words, spikes are not
just one possible route by which SGD escapes a sharp regime; they are, with over-
whelming probability, the dominant route. This gives a rigorous explanation for
why sharp transient bursts in the loss are strongly correlated with flattening of
the landscape.

We conclude with two remarks. First, analogous conclusions can be extended to
certain ReLLU networks. Second, the large-deviations analysis suggests principled
curriculum-learning strategies: one may modify the sampling law to increase the
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probability of benign curvature-reducing spikes, and the relevant optimal reweight-
ing can be described in terms of the same exponent governing the rare-event anal-
ysis.

Computational Limitations to Denoising Diffusions
ANDREA MONTANARI

Denoising diffusion models and their relatives are the dominant paradigm in gen-
erative modeling. Two main fundamental limitations have been studied so far:
statistical limitations related to the number of samples used for training, and nu-
merical limitations due to the approximate integration of the diffusion stochastic
differential equation.

In this talk, I presented results on a third limitation, which is purely computa-
tional and is related to the requirement that it must be possible to evaluate the
score in polynomial time. I discussed examples in which this requirement fails,
despite the underlying problem being tractable, as well as methods to overcome
this problem.

Implicitly versus explicitly controlling model complexity
PETER L. BARTLETT
(joint work with Jingfeng Wu, Jason Lee, Sham Kakade, and Bin Yu)

Modern machine learning methods, without any explicit effort to control model
complexity, exhibit excellent prediction performance in practice. This motivates a
comparison of the performance of explicit regularization with the implicit complex-
ity control provided by gradient methods. We consider instance-wise comparisons
of finite-sample risk rates in the classical setting of linear regression. We show that
gradient methods dominate ridge regression in this setting, that gradient descent
(GD) is incomparable with stochastic gradient descent (SGD), and that under
additional standard capacity conditions, GD dominates SGD.

Summary of Our Work on Asymmetric Prompt Weighting for
Learning to Reason via Verifiable Rewards

MAHDI SOLTANOLKOTABI

In this work, we study reinforcement learning with verifiable rewards (RLVR)
through a simplified optimization perspective, aiming to demystify commonly
used RL-style methods for training reasoning models. We introduce a population-
dynamics framework that captures the evolution of success probability under dif-
ferent prompt weighting strategies and use it to analyze the time required to reach
a target level of accuracy. Our analysis reveals that while symmetric weighting
schemes such as GRPO are optimal under fixed update budgets, they become sub-
optimal once rollout costs are taken into account. This motivates a class of asym-
metric prompt weighting strategies that explicitly prioritize low-success prompts.
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We show that these methods significantly accelerate learning in regimes with low
initial accuracy or heterogeneous prompt difficulty, while remaining competitive in
post-supervised fine-tuning settings. Our results provide both theoretical insight
and practical guidance for designing efficient RLVR pipelines.

1. OVERVIEW

In this paper, we revisit reinforcement learning with verifiable rewards (RLVR)
from a simpler and more transparent perspective. Rather than relying on tradi-
tional reinforcement learning terminology, we frame RLVR as a form of supervised
learning with structured weighting over prompts. This viewpoint allows us to iso-
late a key design choice that is often implicit in existing methods: how prompts
are weighted during training.

Our central question is: how should prompts be weighted to most efficiently
improve reasoning performance? We show that standard symmetric weighting
schemes are not optimal in many practically relevant regimes. In particular, when
prompt difficulty is heterogeneous or when initial success rates are low, asymmetric
weighting strategies that emphasize harder prompts can substantially accelerate
learning.

As we show in our paper [1], RLVR can be better understood by studying
how weighting choices shape training dynamics over time. This perspective helps
explain why some widely used methods perform well in certain regimes yet leave
room for improvement in others.

2. POPULATION DYNAMICS FRAMEWORK

To study this question, we introduce a population-level model of learning. Let
p(t) denote the probability that the model successfully solves a randomly drawn
prompt at time . We show that under a broad class of RLVR algorithms, the
evolution of p(t) can be approximated by a differential equation of the form

% = %p(l —p)w(p),

where w(p) captures the effect of the prompt weighting strategy and f reflects
optimization scaling.

This formulation provides a unifying lens for several widely used methods. For
example, uniform weighting (RLOO) corresponds to w(p) = 1, linear weighting
corresponds to w(p) = 1/p, and GRPO corresponds to w(p) = 1/4/p(1 —p).
Through this perspective, we can directly compare how different strategies shape
learning dynamics.

3. TIME-TO-TARGET ANALYSIS

A key contribution of our work [1] is the introduction of a time-to-target metric,
which measures how long it takes to reach a desired accuracy level p*. This enables
a principled comparison of different weighting schemes.
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When we fix the number of optimization updates, we show that GRPO achieves
the fastest improvement in success probability among symmetric strategies. How-
ever, this analysis neglects an important practical consideration: the cost of gen-
erating rollouts, which depends on the success probability itself.

Once rollout cost is incorporated, the optimal strategy changes. In particu-
lar, we find that weighting schemes that more aggressively prioritize low-success
prompts can achieve faster improvement in effective time. This leads naturally to
asymmetric weighting rules such as

w(ﬂ)=7p =y

which strongly upweight difficult prompts.

4. WHY ASYMMETRY MATTERS

Our analysis highlights a key limitation of symmetric weighting: it fails to suffi-
ciently distinguish between easy and hard prompts. In realistic reasoning tasks,
especially in from-scratch training, most prompts initially have very low success
probability.
By explicitly emphasizing these low-success regions, asymmetric weighting stra-

tegies:

e accelerate early-stage learning,

e allocate updates more efficiently,

e avoid over-optimizing already-solved prompts.

5. EMPIRICAL FINDINGS

We validate our theoretical predictions across several experimental regimes, as
detailed in [1].

From-scratch training. In low-accuracy settings, asymmetric weighting yields sub-
stantial improvements in convergence speed.

Post-supervised fine-tuning. When starting from instruction-tuned models, the
benefits of asymmetry are more modest but remain consistent.

Heterogeneous difficulty. In settings with a wide distribution of prompt difficulty,
asymmetric strategies provide the largest gains.

6. CONCLUSION

In summary, we provide a principled framework for understanding prompt weight-
ing in RLVR. By analyzing the induced population dynamics, we show that asym-
metric weighting strategies are often essential for efficient learning. This perspec-
tive both simplifies the conceptual understanding of RLVR and leads to practical
improvements in training reasoning models.
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Cross-Entropy Dynamics, the Ha(dama)rd Way:
Diagonalizing the Softmax

CHRISTOS THRAMPOULIDIS
(joint work with Connall Garrod and Jonathan P. Keating)

Cross-entropy (CE) is the workhorse loss for training deep-net classifiers, yet our
theoretical understanding of its optimization dynamics lags behind. The implicit-
bias literature elegantly explains why gradient descent on convex losses (e.g. lo-
gistic regression) selects the maximum-margin classifier, but once we leave the
convex regime the picture becomes murky: convergence is typically pinned only
to an unspecified KKT point of a non-convex max-margin-like problem, and noth-
ing is said about the trajectory. In the talk I reported on recent joint work with
C. Garrod and J.P. Keating [1] where we make progress on these questions for a
canonical non-convex model.

Setup. Consider a two-layer linear network with standard-basis inputs, z; = e; €
R™, hidden weights H € R?*™ output weights W € R¥*? and labels y; € [k] with
n = k balanced classes. Gradient flow on

Lep(W,H) = =1 " logS,,(WHe;)

1€[n]

coincides with gradient flow on the unconstrained features model (UFM) that is
widely used as a proxy for the last-layer geometry of deep networks. Three ques-
tions drove the talk:

(1) What do W; and H; converge to?

(2) What does the trajectory look like — is convergence monotone in some
metric?

(3) How does the answer depend on initialization and on the number of classes
k?

Motivations. (i) Neural collapse. Papyan et al. [2] observed that sufficiently over-
parameterized networks, trained long enough on balanced data, drive the last-layer
features and classifiers to an equiangular tight frame — neural collapse (NC). The
UFM was introduced as the minimal model that displays this phenomenon [8].
Despite a large literature, no proof existed that unregularized gradient flow on the
UFM with CE loss converges to NC.

(i1) Simplest non-convex case of unknown implicit bias. For the convex (linear,
fixed features) case, Soudry et al. [4] and subsequent work characterize the implicit
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bias through the max-margin SVM. For two-layer models, previous work [5, 7]
shows that (H;, W;) aligns with a KKT point of the non-convex program

(%) min W% + |H||% st. (e, —e.) WHe; > 1 i, c#y;.

For k = 2, Ji & Telgarsky [5] and Vardi et al. [6] proved convergence to the global
minimizer of (x); but in the binary case the global minimum is the only KKT
point, so the binary setting is trivial here. Instead, this leaves the multi-class
story open. Moreover, those results are asymptotic and are inconclusive about the
trajectory.

(ii) MSE is much better understood. For the square loss ||Y — W H ||%, Saxe et
al. [3] introduced a spectral initialization: write Y = ULV T and initialize Wy =
UDYR, Hy = RTD(’}VT. Then W H stays jointly diagonal with Y throughout
training, and the matrix ODE collapses to a separable scalar ODE for the singular
values a; = d¥d",

dd(? = 2&1' (0'1' - ai),

which integrates in closed form and famously exhibits sigmoidal, stage-wise learn-
ing. This framework has since powered a large body of work on feature learning,
optimizer comparisons, attention, etc. The talk asked: can we port this idea to the
(harder, practical) CE setting?

The key observation: Hadamard diagonalizes the softmax. Under CE, gradient
flow reads

W=(Y-SWH)H', H=W'(Y-S(WH)),

with Y = Ij. in our setting. Since I = UU " for any orthogonal U, the analogue
of Saxe’s initialization is Wy = UDY¥R, Hy = RTDMUT. For the dynamics to
stay on this spectral subspace we need the column-wise-softmax to preserve the
structure:

(%) S(U diag(a)U") = U diag(b)U " for some b = b(a).

Generically, (x) fails — the softmax is a genuinely non-linear operator that mixes
singular vectors. The “inconspicuous finding” of the paper is that () does hold,
for every a, when U is a (rescaled) Sylvester—Hadamard matriz:

_ _ o1 [ ®omr Domes
=1, @2_{1 —1]’ %’"’_[cbzm_l —Pom

Theorem 1 (Diagonalization). Let k = 2™, let ® be the Sylvester—Hadamard
matriz of order k, and set U = ﬁ(b. Then (*) holds with b= ® (3 Pa).

The mechanism is the permutation equivariance of the softmax combined with
the fact that the rows of ® form a group under Hadamard product.
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Reduced dynamics and the main theorem. Under the Hadamard spectral initial-
ization, the full matrix ODE collapses to a vector ODE in the logit singular values
acRE,

i =200 (1~ @S5(t0a)).

Compared to MSE, the reduction is partial: the system is scalar-valued but not
separable, because the softmax couples all coordinates.
With @ := a/||a|l; denoting the normalized logit profile, we show:

Theorem 2 (Lyapunov function = global convergence to NC). Along the reduced
flow, DKL(%lk I d) is strictly decreasing and vanishes only at a = %Lg. Conse-
quently, a; — %Lg and the parameters converge to the neural-collapse geometry.

This is the first proof that unregularized gradient flow under CE loss, albeit re-
stricted to the Hadamard subspace, converges to NC in any UFM-type model.
Crucially, the result is global: it rules out the spurious saddles of (x) despite the
landscape being non-convex.

This metric is special. Several other natural “distances to NC” fail to be Lya-
punov once k is large enough: ||a — £1||2 and the reverse KL Dxp,(a|/+1) both
fail for k > 8 (because of low-rank non-uniform stationary points), and the log-
spread log(maxi G;/ min; di) is Lyapunov for k € {4,8} but not for k¥ = 16. So
monotonicity really depends on k, and the “right” metric is the forward KL to
uniform.

Further findings. Beyond the core theorem, the Hadamard reduction unlocks a
number of trajectory-level results that mirror and sometimes contrast with the
MSE story:

e (CF vs. MSE. Under MSE the logit singular values converge monotonically
to their target, whereas CE exhibits coupled, non-monotonic dynamics.

e Random initialization at large width. Random init biases the flow to the
NC basin and away from spurious low-rank saddles.

e Depth. [Ongoing work] For an L-layer linear net the scalar ODE gen-

eralizes to @ = a1 ® (---), and NC becomes stable only once ||a|; >
f—ﬁ (k — 1); below this threshold one can exhibit trajectories along which
the KL diverges.

e Imbalances. [Ongoing work] When classes are imbalanced the same frame-

work can be used to track how the geometry deforms away from the ETF.
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The Softmax Bottleneck Does Not Limit the Probabilities of the
Most Likely Tokens

RONEN BASRI

Transformers [1] have had a huge impact on machine learning, forming the basis
for most large-scale foundation models. Understanding the virtues and limitations
of the components of transformers is, therefore, an important challenge. Recent
works have identified the softmax bottleneck produced by the final linear layer
and softmax operation, which limits the output space of transformers. In a recent
study, we have provided a new analysis of the softmax bottleneck and proposed new
practical ways to assess the expressiveness of transformers in the context of next
token prediction. We show that, under this lens, limitations in the expressiveness
of transformers may be less significant than previously thought.

The softmax bottleneck concerns the output projection matriz, which provides a
linear map from relatively low-dimensional embeddings into the higher-dimensional
space of a logit for each token. Large Language Models (LLMs) apply softmax
to these logits to produce a probability distribution over the next token in a se-
quence. Work on the softmax bottleneck points out that the output projection
matrix (OPM) maps embeddings to a low-dimensional linear subspace in the space
of all logits, limiting the possible distributions over the next token. [2, 3, 4, 5, 6]
argue that this limitation handicaps the performance of LLMs.

A key question is which probability distributions cannot be represented by
LLMs due to this bottleneck, and how significant are they to performance? When
LLMs use nucleus sampling, only the most likely tokens affect the next token
probability at inference time [7]. When text is generated using methods like beam
search [8, 9], it is also the case that low-probability tokens may not affect gener-
ation. This suggests that it may be most important for LLMs to represent the
probability of the most likely tokens as accurately as possible, with the exact
probability of very unlikely tokens mattering less.

For this reason, we consider the following question. Given any arbitrary set of
m tokens, does the OPM allow us to produce a probability distribution in which
they are the most likely tokens? And given specific probabilities for those m tokens
that sum to nearly 1, how closely can we generate those probabilities in an LLM?
How do the answers to these questions vary with m?
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In [10], we show that for realistically sized models, there exist OPMs such that
any set of m tokens can be assigned any specific probabilities that sum to near 1 for
rather large m. Moreover, this can be done using a random matrix initialized with
i.i.d. Gaussian entries. For example, for the embedding and vocabulary size used
in GPT2, we derive a theoretical lower bound that shows that with probability
near one, we can generate any desired probabilities (that sum to nearly 1) for up
to any m = 26 tokens using a random OPM. Experimentally, we show that, in
fact, this is possible for m up to about 90. For larger models, like GPT3-175B
the lower bound rises to over 400, while for Llama-7B the empirical bound rises to
over 1,000. We conjecture, and support with empirical evidence, that at inference
time, the probabilities of tokens beyond the top 1,000 will not significantly affect
performance when nucleus sampling is used. This further raises questions about
whether the softmax bottleneck will affect performance significantly at training
time.

We then consider the potential capabilities of trained OPMs. First, we examine
the following question. What is the largest m for which there exists an OPM such
that, for any collection of m tokens, there exists an embedding that the matrix
will map to a distribution in which those are the most probable tokens? We use
results on the sign rank of matrices to theoretically bound this m, showing that
it is significantly higher than even the large values of m produced by random
matrices.

Finally, we experimentally examine the trained OPMs for GPT2, TinyLlama,
T5-Large, GPT2-XL, and Llama2, see Figure 1. We find that their ability to

Additional models
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FIGURE 1. Top-m probability for several popular models, includ-
ing GPT2 (in blue), T5-Large (purple), GPT2-XL (green), TinyL-
lama (orange), and Llama2 (red). For each model, we plot the
probability by a solid line and use a dotted line to show the top-m
probability of a random OPM of the same size. Curves show the
fraction of times the matrix satisfied the desired constraints in
linear-programming simulations for m randomly chosen tokens as
m increases.
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specify probabilities for random collections of tokens is similar to that of random
matrices.

Our primary contribution is to show that although the softmax bottleneck limits
the set of probability distributions that an LLM can produce, it does not do so in
a way that significantly restricts its ability to accurately determine the probability
of the most likely next tokens in a sequence.
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Condensation: A New Light on the Mathematical Foundations of
Deep Neural Networks

YAOYU ZHANG

Condensation, also referred to as quantization, weight clustering, or alignment, is
a prevalent phenomenon in deep neural networks (DNNs), wherein neurons within
the same layer align with one another during nonlinear training. As a central
feature of neural network feature learning, condensation has drawn significant
interest for its theoretical implications. In recent works, we systematically investi-
gate the dynamical regimes, loss landscapes, generalization behaviors, and global
dynamics associated with condensation, leading to novel theoretical insights. This
presentation will summarize these findings, highlighting how a phenomenological
perspective advances the understanding of DNNs and contributes to the further
development of deep learning theory.
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1. INTRODUCTION

Deep neural networks (DNNs) consistently demonstrate remarkable generalization
capabilities, even when their parameters vastly outnumber the available training
data points. This generalization puzzle challenges traditional statistical learning
theories, which typically constrain model complexity to ensure generalization. A
phenomenon-driven approach has proven highly effective in dissecting this puzzle,
unveiling the mechanism of condensation [2]. Condensation describes the dynamic
tendency of neurons within the same layer to condense into distinct groups with
similar outputs during nonlinear training [2]. This extended abstract summarizes a
series of theoretical works detailing the phase diagrams, early alignment dynamics,
geometric embedding principles, and optimistic sample complexity estimates that
collectively establish condensation as a foundational principle of deep learning.

2. PHASE DIAGRAM AND DYNAMICAL REGIMES

The manifestation of condensation is tightly governed by the scaling of param-
eter initialization [1, 2]. By evaluating two-layer ReLU neural networks in the
infinite-width limit, a precise phase diagram can be established to characterize
training dynamics [1]. This diagram delineates a stark transition between a lin-
ear regime—where parameters exhibit minimal movement, functioning similarly to
kernel methods—and a condensed (nonlinear) regime, triggered by smaller initial-
izations [1]. Recognizing the initialization scaling exponent as a primary hyper-
parameter provides a rigorous framework for navigating these regimes, ensuring
consistent dynamical behavior when scaling up model architectures.

3. INITIAL CONDENSATION AND STRUCTURAL INVARIANT MANIFOLDS

Condensation is not merely a late-stage artifact but heavily influences the ear-
liest stages of training [5]. Under conditions of small initialization, theoretical
investigations reveal that neurons naturally align along discrete directions before
significant loss descent occurs [5]. Furthermore, the inherent architecture of neu-
ral networks induces distinct spatial symmetries, leading to Structural Invariant
Manifolds (SIMs) in the training dynamics [9]. Condensation acts as the process
by which gradient flow is drawn to, and evolves near, these lower-dimensional in-
variant manifolds, effectively mapping over-parameterized capacities into compact,
functional representations [9, 2].

4. EMBEDDING PRINCIPLE AND THE L0OSS LANDSCAPE

To understand why condensation successfully locates generalizing minima, one
must examine the geometry of the loss landscape through the Embedding Princi-
ple [3, 6]. This principle demonstrates that the loss landscape of any deep neural
network hierarchically contains all critical points of all narrower networks [3]. As a
narrow network’s critical point is embedded into a wider architecture (e.g., by split-
ting neurons while preserving the functional output), the number of non-positive
eigenvalues in the Hessian matrix is proven to be non-decreasing [4]. This influx of



710 Oberwolfach Report 11/2026

negative curvature directions allows wider networks to effortlessly escape subopti-
mal saddle points [4, 6]. Consequently, the over-parameterized landscape naturally
funnels training trajectories toward functionally simpler, condensed states.

5. OPTIMISTIC ESTIMATE AND GENERALIZATION GUARANTEES

The realization that an over-parameterized network functionally reduces to a nar-
rower, condensed state fundamentally redefines our approach to sample complexity.
Rather than relying on superficial parameter counts—which yield overly conserva-
tive generalization bounds—we can derive an “optimistic estimate” for the neces-
sary sample size [7]. The number of samples required to robustly recover a target
function is linked directly to the intrinsic, condensed width of the network [7, 2].
Backed by the Local Linear Recovery guarantee [8], this indicates that condensa-
tion acts as a powerful implicit regularizer, permitting over-parameterized models
to generalize effectively without the need for artificial complexity constraints.

6. CONCLUSION

The study of condensation offers a cohesive theoretical framework for unlocking
the “black box” of deep learning. By bridging initialization phase diagrams, early
training alignments, hierarchical loss embeddings, and optimistic generalization
bounds, a phenomenological perspective rigorously advances the mathematical
foundations of deep neural networks.
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Mathematical Foundations of Sustainable AI
G1TTA KUTYNIOK

(joint work with Ernesto Araya, Holger Boche, Massimiliano Datres, Adalbert
Fono, Duc Anh Nguyen, Manjot Singh)

The Fourth Industrial Revolution is largely driven by Artificial Intelligence (AI).
However, the widespread adoption of Al introduces significant challenges regarding
sustainability and energy efficiency. Currently, Al systems heavily rely on digi-
tal hardware, such as GPUs, whose energy consumption is growing at an alarming
rate, with 1,000 GPUs using as much energy per year as a small city of 5,000 inhab-
itants. To address this looming crisis, there is an urgent need for “Next Generation
AT Computing 7, shifting from traditional digital hardware toward highly energy-
efficient analog platforms, such as neuromorphic computing, biocomputing, and
quantum computing.

Beyond energy consumption, there are fundamental limitations to digital hard-
ware concerning reliability. Our recent results [1] demonstrate that the solution
to a finite-dimensional inverse problem is not Turing-computable by a deep neu-
ral network. Consequently, when non-computable problems are approached with
limited precision on digital machines, they offer no absolute guarantees of cor-
rectness. In contrast, we prove that these same inverse problems are computable
on an analog (Blum-Shub-Smale) machine in [2]. This underscores that achieving
true reliability for certain problem settings fundamentally requires novel hardware
architectures.

Neuromorphic hardware, which structurally mimics the human brain by com-
bining processing and memory, presents a highly promising analog alternative.
The underlying mathematical framework for such hardware is provided by Spik-
ing Neural Networks (SNNs) [6]. Unlike classical artificial neural networks, SNNs
encode information in the timing of individual spikes, offering a more biologically
realistic approach. Among the various mathematical models for SNNs, the Spike
Response Model (SRM) and the Leaky Integrate-and-Fire (LIF) model are par-
ticularly prominent. The SRM is naturally suited for temporal coding based on
spike times, whereas the LIF model is often used with rate-based encoding via
firing rates.

We investigate the expressivity of SNNs from two perspectives: function ap-
proximation and bounds on the number of linear regions into which these models
can partition the input space. We prove that both the SRM and LIF models are
universal approximators, establishing rigorous rates of approximation [4, 3]. Re-
garding linear regions, we demonstrate that each neuron in the SRM can divide
the space into an exponential number of regions [4]. In contrast, within the LIF
model, the number of linear regions depends strongly on parameters such as la-
tency (the time horizon of the SNN dynamics) [3]. Furthermore, we extend these
results in [5] to the case of sequence modeling, highlighting the crucial role of
recurrent connections in the expressivity of LIF SNNs.
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Establishing these robust mathematical foundations for SNNs—particularly
their expressivity and function approximation capabilities compared to classical
networks—remains a largely open and exciting field. Advancing this theoretical
understanding is crucial for fully harnessing the potential of neuromorphic com-
puting, ultimately paving the way for reliable and sustainable Al.
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How can the behavior of AI systems be more closely aligned with that
of human users?

KLAUS-ROBERT MULLER

Deep neural networks have achieved success across a wide range of applications,
including as models of human behavior in vision tasks. However, neural network
training and human learning differ in fundamental ways, and neural networks often
fail to generalize as robustly as humans do, raising questions regarding the sim-
ilarity of their underlying representations. What is missing for modern learning
systems to exhibit more human-like behavior? We highlight a key misalignment
between vision models and humans: whereas human conceptual knowledge is hier-
archically organized from fine- to coarse-scale distinctions, model representations
do not accurately capture all these levels of abstraction. We therefore propose
human-aligned models that more accurately approximate human behavior and
uncertainty. Interestingly, they also perform better on a diverse set of machine
learning tasks, increasing generalization and out-of-distribution robustness. Thus,
infusing neural networks with additional human knowledge yields a best-of-both-
worlds representation that is both more consistent with human cognition and
more practically useful, thus paving the way toward more robust, interpretable,
and human-like artificial intelligence systems.
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On the Implicit Bias of Randomness in Deep Learning
DANIEL SOUDRY

A main theoretical puzzle is why over-parameterized Neural Networks (NNs) gen-
eralize well when trained, with Stochastic Gradient Descent (SGD) or one of its
variants, to low loss, and even zero loss (i.e., so they interpolate the data). In this
talk, we will examine several approaches to understanding this behavior, based on
the observation that solutions with poor generalization occupy a small volume in
parameter space.

Specifically, recent empirical work (e.g., [1]) examined the generalization of
a random NN that interpolates the data: the NN was sampled from a seemingly
uniform prior over the parameters, conditioned on perfectly classifying the training
set. Interestingly, such an NN sample typically generalized as well as SGD-trained
NNs.

In our first contribution [2], we prove that such a random NN interpolator
typically generalizes well if there exists an underlying narrow “teacher NN” that
agrees with the labels [3]. Specifically, we show that such a ‘flat’ prior over the NN
parameterization induces a rich prior over the NN functions, due to the redundancy
in the NN structure. In particular, this creates a bias towards simpler functions,
which require less relevant parameters to represent — enabling learning with a
sample complexity approximately proportional to the complexity of the teacher
(roughly, the number of non-redundant parameters), rather than the student’s.

Next, in our second contribution [3], we turn our focus back to noisy gradient-
based training [2]. Specifically, we analyze the generalization gap (the gap be-
tween the training and test errors) when training a potentially over-parameterized
model using a Markovian stochastic training algorithm, initialized from some
distribution 6y ~ py. We focus on Langevin dynamics with a positive tem-
perature 37!, i.e., gradient descent on a training loss L with infinitesimal step
size, perturbed by Gaussian noise with variance =1, and lightly regularized or
bounded. There, we bound the generalization gap, at any time during training,
by +/(BEL(0) + In(1/8))/N with probability 1 — & over the dataset, where N is
the sample size and EL(0) = O(1) under standard initialization scaling.

In contrast to previous guarantees, and to accounts based purely on the loss
landscape [1], our result does not depend on training time or mixing, nor on di-
mensionality, gradient norms, or any other properties of the loss or model. This
guarantee follows from a general analysis of Markov process-based training pro-
cedures that have a Gibbs-style stationary distribution. The proof is surprisingly
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simple once we observe that the divergence of the marginal distribution from the
initialization remains bounded, as implied by a generalized second law of thermo-
dynamics.

Given these results, sufficiently noisy training guarantees good generalization.
However, to guarantee low test loss, we also need low training loss. Existing conver-
gence analyses of finite-width over-parameterized neural networks under standard
parameterization often rely on parameters remaining close to their initialization
and typically neglect the role of noise, despite empirical evidence that stochastic-
ity can improve generalization. Under other parameterizations that allow feature
learning (e.g., the mean-field parameterization), there are no convergence guar-
antees with arbitrary labels, polynomial time convergence, and polynomial width
requirements.

Therefore, in our future work, we aim to study continuous-time Langevin dy-
namics for training NNs. As in our previous work, we will introduce a change-of-
measure inequality, inspired by the second law of thermodynamics, that enables
control of key properties of the training dynamics under the time-evolving pa-
rameter distribution. Our analysis should yield explicit polynomial conditions on
network width and noise temperature that guarantee convergence in polynomial
time to a finite loss floor under different parameterizations, including the standard
and mean-field regimes.
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AT slop, SGD and Multi-index Models
OHAD SHAMIR
(joint work with Daniel Barzilai)

In this talk, I discussed recent progress on two open problems, which both tie
together new and classical elements in learning theory and statistics. The first
is about the effect of Al slop on learning algorithms, and what it has to do with
analyses of maximum likelihood from the 1940s. The second involves a discussion
of interpretations, and possible misinterpretations, of the well-known Statistical
Queries model, and whether we really understand why some learning problems are
hard with gradient-based methods. The talk was based on two papers joint with
Daniel Barzilai [1, 2].
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In a bit more detail, the first part of the talk was motivated by the widespread
use of generative large language models. Among many other issues, this has cre-
ated a feedback loop, in which each generation of models is trained on data par-
tially produced by its predecessors. This process has raised concerns about model
collapse: a critical degradation in performance caused by repeated training on
synthetic data. However, different analyses in the literature have reached different
conclusions as to the severity of model collapse. As such, it remains unclear how
concerning this phenomenon is, and under which assumptions it can be avoided.
To address this, we theoretically studied model collapse for maximum likelihood
estimation (MLE), in a natural setting where synthetic data is gradually added
to the original data set. Under standard assumptions, similar to those long used
for proving asymptotic consistency and normality of MLE, we established non-
asymptotic bounds showing that collapse can be avoided even as the fraction of
real data vanishes. On the other hand, we proved that some assumptions beyond
MLE consistency are indeed necessary: without them, model collapse can occur
arbitrarily quickly, even when the original data is still present in the training set.
To the best of our knowledge, these are the first rigorous examples of iterative
generative modeling with accumulating data that rapidly leads to model collapse.

The second part of the talk considered the inherent complexity of applying
gradient-based methods, and stochastic gradient descent (SGD) in particular, to
machine learning problems. To that end, a commonly used tool is the Statistical
Queries (SQ) framework, which studies performance limits of algorithms based on
noisy interaction with the data. However, it is known that the formal connec-
tion between the SQ framework and SGD is tenuous: existing results typically
rely on adversarial or specially structured gradient noise that does not reflect the
noise in standard SGD and, as we point out here, can sometimes lead to incorrect
predictions. Moreover, many analyses of SGD for challenging problems rely on
non-trivial algorithmic modifications, such as restricting the SGD trajectory to
the sphere or using very small learning rates. To address these shortcomings, we
developed a new, non-SQ framework to study the limitations of standard vanilla
SGD for single-index and multi-index models, namely when the target function de-
pends on a low-dimensional projection of the inputs. Our results apply to a broad
class of settings and architectures, including potentially deep neural networks.
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Don’t Trust Stubborn Neighbors: A Security Framework for
Agentic Networks

REBEKKA BURKHOLZ

(joint work with Samira Abedini, Sina Mavali, Lea Schonherr, and
Martin Pawelczyk)

We have discussed our recent paper on modeling the deliberation dynamics Large
Language Model (LLM)-based Multi-Agent Systems with the help of the ana-
lytically tractable Friedkin-Johnsen opinion formation model. Surprisingly, this
simple model captures observed dynamics across extensive experiments with dif-
ferent interaction network topologies and attack and defense scenarios. Exploiting
this connection, we find theoretically and empirically that a single highly stubborn
and persuasive agent can take over MAS dynamics, underscoring the systems’ high
susceptibility to attacks by triggering a persuasion cascade that reshapes collec-
tive opinion. Our theoretical analysis reveals three mechanisms to increase system
security: a) increasing the number of benign agents, b) increasing the innate stub-
bornness or peer-resistance of agents, or ¢) reducing trust in potential adversaries.
Because scaling is computationally expensive and high stubbornness degrades the
network’s ability to reach consensus, we propose a new mechanism to mitigate
threats by a trust-adaptive defense that dynamically adjusts inter-agent trust to
limit adversarial influence while maintaining cooperative performance.
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A general technique for approximating empirical, high-dimensional
kernel matrices

VIDYA MUTHUKUMAR

It is increasingly believed that a key component of the generalization power of
overparameterized neural networks involves adapting to nonlinear low-dimensional
structure in data (commonly called “feature learning”). As a concrete example,
consider independent and identically distributed data {(z;,y;)}" ;, where the co-
variates are drawn from some zero-mean distribution D, on R? with covariance
matrix X, and responses are drawn from the multi-index model y = ¢g*(Uzx) + ¢,
where U € R¥*? is an unknown low-rank matrix, and k& < d. It has been shown
under some conditions (see, e.g. [1, 2]) that shallow neural networks “learn” the
linear subspace parameter U and therefore the ground-truth model with a leading
sample complexity in terms of the hidden dimension k rather than the original
dimension d. These analyses are complex and bare-hands. A compelling inter-
pretation of this phenomenon would arise by viewing the neural network as a
data-dependent kernel, where the feature map is itself learned as a function of the
training data and adequately captures the hidden lower-dimensional structure.
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Formalizing this interpretation is challenging due to outstanding challenges in the
error analysis of kernel methods on data whose dimension increases with the sam-
ple size beyond special assumptions on the rate of dimension growth (proportional)
or distributional assumptions (spherical/Boolean).

In this talk, we provide new, tighter approximations for empirical dot-product
kernel matrices on general high-dimensional data of the form

ke =n(22)

T

where 7 := trace(X) is the effective dimension of the covariates, and the sample
size and effective dimension are polynomially related as n o« 77 for some ¢ > 1
(which may or may not be integral). Tightly approximating the resulting empirical
kernel matrix K, is a fundamental mathematical problem with applications to,
e.g. analyzing the error of kernel regression (in particular, characterizing its bias)
and characterizing its spectrum. A natural conjecture would be that K, is close
(in operator norm) to a suitably defined dot-product kernel defined through a
univariate low-degree approzimation with degree less than or equal to |q]| of h(-);
however, this conjecture has only been proven for general anisotropic data under
the proportional regime (¢ = 1) [3], the general polynomial regime under isotropic
spherical/Boolean data [4], and the quadratic regime under anisotropic Gaussian
data (¢ = 2) [5].

We make progress on proving this conjecture by providing a general, user-
friendly approach to approximating empirical kernel matrices in high dimensions [6].
In contrast to prior work which applies the trace/moment method and complicated
combinatorial arguments, our approach uses decoupling results for U-statistics and
the non-commutative Khintchine inequality to obtain upper and lower bounds de-
pending only on scalar statistics of the kernel (error) function and a “correlation
kernel” matrix corresponding to the original kernel (error) function. Our approach
recovers the mentioned previous results as simple corollaries and approximates
the kernel matrix by a degree-|4¢/3| approximation for general Gaussian data.
This means that kernel methods can only recover ground-truth functions that are
degree-|4¢/3] polynomials or less. We conclude the talk with a discussion of the
flexibility and applicability of our technique, and potential ideas for improving the
approximation barrier from |4¢q/3] to the conjectured |g¢].
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Deep Learning as a Convex Paradigm of Computation
ARTHUR JACOT

Technically speaking, no statistical model can be strictly better than another,
and each model can be optimal under certain assumptions. However, it has been
argued that there is a statistical model that outmatches all others up to constants:
finding the minimal Kolmogorov complexity function, i.e. the program with the
minimal description length, that fits the data [1, 2]. Such an ideal statistical
model would be at least as good as any model with short descriptions [3] which
basically includes all models that have been described within a single scientific
paper. But this perfect statistical model appears unattainable because we know
that Kolmogorov complexity is undecidable in general, and even less optimizable.
In this talk T present results that suggest that Residual Networks (ResNets)
training is implementing a weaker version of this ideal model: greedily minimizing
circuit complexity in the so-called Harder than Monte Carlo (HTMC) regime.

1. HARDER THAN MONTE CARLO (HTMC) REGIME AND NORM

We focus on computability of real valued functions f : R%n — Rt and first
define C(f,¢) to be the minimal circuit size necessary to approximate f within
an e-error (where the circuit operates on binary representations of the inputs and
outputs; since it is a finite circuit, it can only read a finite number of inputs bits
and write a finite number of output bits). The error will mainly be measured in
Lo (m)-norm over some data distribution .

We focus on functions f whose circuit C(f,¢€) scales as a power of 1/e, i.e.
C(f,€) < ce™7. We define the HTMC norm || f||,,- to be the smallest scalar such
that C(f,€) < ||f||3;- €7 for all e > 0.

The homogeneity of the HTMC norm follows quite directly from the fact that a
circuit C that e-approximates f can be used to ae-approximate af for any scalar
a. In general, the HTMC norm is only a pseudo-norm, because the triangular
inequality fails: if we naively sum up two circuits that approxirnate the summands

we only obtain the weaker bound || f + g||]¥j;1 < lglli/~ i +lgll3f ”“.

Our strategy here is to use Multilevel Monte Carlo (MLMC) [4], to lever-
age the fact that we have access to a whole sequence of approximating circuits
AE”,...,AEK) with HAEk) —le < 27k and ’AE’“" < | fillis~ 27*. We consider

the random estimator

ey b

=1 k:l

[Aac) Ag’“*ﬂ
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where B; j is a Bernoulli random variable with probability p; ;. Taking probabil-

_a
ities pir x || fill o2 2-(+2)% minimize the expected squared error give a certain
expected circuit size E|f| < >, . pik |fil1~ 27%. With this choice of p;xs the

YR . K 2
error and expected circuit size involve the same geometric sum >, _; 20z =1k,
leading to two regimes and two inequalities:

dofi
=1
> i

i=1

<Y iy (1>2)
1=1

M~

<Y il (r<2)
M2 =1

for constants c,, ciy that are independent of the number of summands m. We focus
on the first case (y > 2), which we call the “Harder than Monte Carlo” (HTMC)
regime, as it is the only one where ||-||,,, is a norm (up to the constant c,).

Functions f in the HTMC regime require very large circuits to be approximated
accurately, but this also implies that one can obtain a slightly worse estimator at a
much cheaper cost, which is exactly what makes multilevel techniques so powerful
in this regime. We will now describe a few of the basic properties of the HTMC
norm, which should help give some intuition on the type of functions that belong
in them. We will follow this with some evidence that the kind of tasks where Deep
Learning is particularly successful are in the HTMC regime.

Basic Properties: The HTMC norm bounds the La(7) norm with respect to
which we compute errors and the HTMC spaces are included inside each other as
Y grows

1Al < ALFllagm

2 1-2 .
[ aes < Wl e LF Il i @ >

Combining the two, we obtain the simpler (but weaker) inclusion || f{| 3~ < [|fl e
If we fix a function and increase v, the norm || f||,,, will first be infinite up to a
Yo, after which it will decrease, converging to || f||,. as v — co. One can think of
the threshold 7o as being “the rate” of the function f.

Any function space that is reasonably computable can be included in a HTMC
with sufficiently large . For example Sobolev f € H* functions have a decaying
Fourier transform, they can therefore be e-approximated by a weighted sum of

Fourier functions up to the degree ce™%. Since there are O(m%=) Fourier functions

with degree less than m, we have the circuit size bound C(f,€) = O(e~ 3 ) (up to
log terms) which leads to the bound

171 s < 510

Similar types of bounds could be obtained for L, Sobolev spaces, Holder spaces,
certain Reproducing Kernel Hilbert Spaces (RKHS), Barron spaces and more.
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But what differentiates the HTMC spaces from these more traditional normed
spaces is compositionality, of which we have two:

L

Ifr oo filly <e > (Lip(fL o---0 foy1) ||f€||M'y(7w)) WH

{=1

L
Ifr oo fillyr < e ZLip(fL) o Lip(for) | fell s ()
=1

where 7y is the intermediate distribution at ¢-th layer (we present a simplified ver-
sion of this bound here, for a complete version of the first bound, see [6]). The first
bound is obtained by simply composing the approximating circuits whereas the
second bound uses a multilevel method (similar to the Multilevel Euler Maruyama
method [5]) and only applies when v > 2. Note that in contrast to the sums of
functions ), f; where the multilevel bound was strictly better than the naive one,
for compositionality there can be cases where the naive bound is better, when
Lip(fr, oo fry1) is much smaller than Lip(fr) - Lip(fot1)-

Generalization bound: The HTMC norm naturally leads to PAC (probably
approximately correct) bounds on the generalization error, i.e. a high probability
bound over the gap between the empirical and population loss uniformly over
HTMC unit ball.

For the Mean Squared Error (MSE) one obtains a O(N 7%) rate [6], where
N is the size of the dataset. For general Lipschitz losses one should obtain a
O(N™ min{%’%}) rate. These bounds follow from a covering number argument: by
their definition, the HTMC spaces can be e-covered by the set of circuits of size
€7 or less, and there are at most (e =7 +d;,, )¢ ") such circuits, leading to a metric
entropy (the log of the covering number) of O(e~7).

Note that these would recover the optimal rates for Sobolev functions (up to
log terms, but this could possibly be improved), and the same should be true for
Holder function, kernel functions and more.

2. EQUIVALENCE TO RESNET

We consider so-called fully-connected ResNets with L+ 1 layers, whose activations
ay(x) given an input are defined recursively as

ap(z) ==z
() = ap—1(z) + Wio(ap—1(x)) + by,

where the nonlinearity o : R — R is applied entrywise, and is typically chosen as
the ReLU o(z) = max{0,z}. The weight w x w matrices W, and bias vectors by
are all combined into a vector of parameters 6, and we write fo(z) = ar(z) for
the outputs of the network. We call L the depth and w the width of the network.

At first glance, the amount of operations required to evaluate such a network
will be of order Lw? since we need to perform a w x w matrix multiplication at each
layer. But what we are looking for is a complexity measure that depends on the
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parameters 6, so that it can be optimized directly. There is actually large design
space for R(6) but they can all be considered to be approximation of the following
¢1 norm of the parameters, weighted by how much they affect the outputs over
the input distribution 7:

P
R(0) = 16,196, ol -
p=1

This ResNet norm captures how much the network can be pruned under a Taylor
approximation: if we independently zero-out the p-th parameter with probability
1—R'"™(0) |0,| ||e, fo HW €2, we obtain an expected number of nonzero parameters
of R (0)%2¢~2 with an expected squared error of €2 up to higher order terms in
the Taylor approximation. Forgetting these terms, one would obtain the bound
“Ifollp2 < RY™(0)”. One could also define a norm || f|| gin = ming. s, - R (6)
(the triangular inequality follows putting two networks in parallel) with similar
compositional properties.

The higher order Taylor terms can be controlled by considering an upper bound
R¥?(9) > R""(0) based on upper bounding the weights ||89p f@HTr at a layer £ by
the Lipschitz constant Lip(ay — «,) of the mapping from the activations of the
{-th layer to the outputs, multiplied with the L.,-norm of the activations of the
(¢ —1)-th layer (other modifications are required for technical reasons, leading to a
rather complex definition of RE% which can be found in [6]). One can then define
a ResNet (pseudo-)norm for all € > 1

w o w—1 : Lip
[/l = maxe e:nffr}ihgeR (0)
which guarantees approximability by a ResNet: for all €, there is a 6. such that
If = fo.ll, <eand REP(O,) < | f|%e €7*. The modifications mentioned earlier
lead to a weaker version of the triangular inequality, so that || f|| 5. is not a norm,
however one can rigorously prove that for all w > 1 and 6 > 0

[l arv=2ess < € [ fll e -

This is the first side of the equivalence between ResNets and HTMC functions:
given a ResNet, one can prune most of the weights, leaving us with a very sparse
networks, which can be transformed into a binary circuit of size proportional (up
to log terms) to the number of non-zero parameters of the network.

This pruning bound is combined with a construction bound, where given a
sequence of binary circuits approximating f, a ResNet is constructed, implying
the bound

171
11l < s (ouedin) =[5, 171 om ity + W lagrmesia]

for the Holder norm ”fHCO‘:ﬁ'
Combining these two bounds with a third bound Hf”c 1 < 2| f|| g which

==
w

follows from the definition of RY*?, we obtain the sandwich bound

[l ar=zets + 1l gamt S NF I pe S NFlarrmo-s(roy T 11 jom iy -
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This implies that minimizing the RXP complexity measures in ResNet is approx-
imately equivalent to minimizing the HTMC norm (plus the Holder norm), thus
establishing a first link between ResNets and the HTMC regime.
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Injecting noise into dynamical systems
JONAS LATZ

We study the injection of noise into ordinary differential equations (ODEs) in
the context of chaotic dynamics and in the context of stochastic optimisation in
machine learning.

Chaos. One defining property of a chaotic ODE «' = f(u),u(0) = up is the
sensitive behaviour of (u(t)):>0 with respect to its initial value uo. This sensitivity
often means that truncation errors of timestepping methods have a catastrophic
effect that makes longtime predictions impossible. However, we may still be able
to study certain qualitative behaviour of (u(t))¢>0, such as ergodic behaviour and
attractors. To do so, Abdulle and Garegnani [1] have suggested to randomise
the timestepping method by randomising the stepsizes. In Euler’s method, for

instance, we replace the stepsizes hi, ha,... € (0,00) in
U = Up—1 + by f(ug-1) (k €N), U = up
by a sequence of i.i.d. random variables Hy, Hs, ... with, say, constant mean h > 0.

We set Uy := Uy, in case of a random timestep. Studying the resulting process is
challenging, since it approximates the ODE at random timepoints T}, := Ele H;.
To study the approximation of the path (u(t)):>0, we need to pairwise interpolate
the (T, ﬁk),;“;o and obtain a continuous path (V(¢))¢>o0.

In [3], we study the interpolated randomised path (V' (¢)):>0 in case the stepsizes
are Hy,Hs,... ~ Exp(h™!) ii.d. and we employ piecewise linear interpolation.
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Interestingly, we can show that it satisfies the following ODE with random jumps:

V() = f(V(1)

V'(t)=0 (t € (Te-1, Tl k €N)
V(Tk—1) = V(Tk-1—)
V(Ti-1) = V(1) het

V(0) = V(0) = uo,

where (V(t))¢>0 is the auxiliary companion process. We refer to the joint system
(V(t),V(t))i>0 as Stochastic Euler Dynamics and can show that it is a Feller pro-
cess with a known infinitesimal generator. Thus, when employing Euler’s method
with random stepsizes, we replace the original ODE by a noisy ODE. We use this
generator to prove convergence of (V(t))iefo.n] — (u(t))tejo,n) as h | 0 uniformly
for any n € N and weakly in the underlying probability space.

Stochastic optimisation. In machine learning, we frequently need to minimise
functions of the form

_ 1 X
20) =+ > @,(0),

where the ®, may, for instance, be given as the loss of the datum with index
n under parameter § in a deep neural network. In this case, ® is the complete
empirical loss. Assuming differentiability, the minimisation of functions of this
form is often approached by gradient descent

N
G ¢ Cr—1 — %k D> VEi(G1)  (kEN)
=1

with stepsize or learning rate nx > 0. In practical machine learning, we usually
cannot rely on gradient descent: the number of data points IV is too large for
repeated gradient evaluations and the target function is not convex. In this case
gradient descent may converge to a local minimiser or saddle point. Instead, we
use stochastic gradient descent (SGD)

O < Op—1 — Vi) (Or—1) (k €N),
i(1),4(2), ... ~ Unif({1,..., N}) iid.,

which goes back to Robbins and Monro [5] and essentially minimises one of the
®,, at a time. Under convexity assumptions and if 1, — 0 sufficiently slowly, we
can show convergence to the minimiser of ®. In practice, SGD is often applied
with constant learning rate ny = n and in non-convex settings. This framework
is popularly used in practice, but barely understood. Here, the algorithm may
not reach a stationary state, but a stationary distribution. This distribution may
describe what is commonly known as ‘implicit regularisation’ that contributes to
the success of the algorithm.
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To get a better understanding of the stationary state of SGD, we study SGD
again as a noisy ODE approximating the gradient flow of @, i.e., of

{(t) = —Ve(((t).
Note that gradient descent is just an Euler timestepping of the gradient flow.
Similarly, we can see SGD as a piecewise gradient flow

0'(t) = =V (0(1)),

with (i(t))¢>0 being a certain continuous-time Markov process on {1,..., N}. The
process (i(t))¢>0 jumps from a state ¢ to j ~ Unif({1,..., N}\{i}) after an expo-
nentially distributed waiting time with mean 7. The process (i(t), 0(t))+>0 is again
Feller and referred to as stochastic gradient process. We can prove that 0(t) — ((t)
as 7} 0, in the same sense as the stochastic Euler dynamics converge to the under-
lying ODE and, thus, see that (6(¢)):>0 is a noisy approximation of the gradient
flow. Under convexity assumptions, we can also show that (i(t),0(t)) — m, at ex-
ponential speed, as t — oco. Here, m, is, indeed, a stationary distribution. We can-
not characterise m, precisely, but we can sometimes show that m, | (- — argmin®)
as n | 0.

This analysis was extended to multiple other methods in stochastic optimisa-
tion, such as SGD with momentum [2].
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Training neural networks without stochastic gradient descent
FELIX DIETRICH

The parameters of most machine learning models are optimized using versions of
stochastic gradient descent, solving a highly nonlinear optimization problem. We
discuss recent theoretical and computational advances in data-driven random fea-
ture methods, which mostly rely on simple linear optimization and thus offer an
efficient yet accurate alternative way to train. The main challenge is to design
suitable, data-dependent probability distributions to draw the parameters at ran-
dom. The talk will cover the construction of such distributions for feed-forward,
recurrent, residual, and graph neural networks.
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Expressivity, Verification and Parameterization of ReLU
Neural Networks

MOoRITZ GRILLO

(joint work with Vincent Froese, Johanna Marie Gegenfurtner, Christoph
Hertrich, Georg Loho, Guido Monttfar, and Moritz Stargalla)

The talk discussed results and open problems around three structural questions
about ReLU neural networks: which functions they can represent exactly, how
difficult it is to verify properties of a trained network, and to what extent the
parameters of a network are identifiable from the function it computes.

ReLU networks compute continuous piecewise-linear (CPWL) functions. Their
geometry is encoded by the hyperplane arrangements induced by the neurons in
each layer, which partition the input space into activation regions on which the
network acts affinely. This perspective motivates a systematic study of three
classes of questions:

e Fxpressivity: what is the class of functions representable by a given archi-
tecture?

e Verification: given network parameters, what can be said algorithmically
about the function they define?

e Parameterization: given a realized function, what is the structure of the
parameter fiber representing it?

The first part of the talk focused on exact expressivity. ReL.U networks compute
CPWL functions, and conversely every CPWL function can be represented by a
ReLU network; moreover, [logs(d — 2)] 4+ 1 hidden layers suffice for functions on
R [1, 3]. We investigated how depth affects this representability. A basic example
is the maximum function

(1,...,24) — max{zy,...,2q},

which is a canonical test case for separating exact depth classes. Several works
prove lower bounds on the required depth to represent the maximum function in
special cases through polyhedral geometry. In our work [2], the braid arrangement
is used as a geometric framework to obtain depth lower bounds for representations
of the maximum function under natural compatibility assumptions. However, the
exact depth complexity of the maximum function remains open, and in particular
it is unknown whether there exists a CPWL function that genuinely requires more
than two hidden layers.

The second part of the talk considered verification problems. Typical questions
include whether a network maps a prescribed input polyhedron into a target output
polyhedron. A naive approach would enumerate all linear regions of the network
and solve a linear program on each region. However, the number of regions can
already grow like O(n‘?) for depth £ and width n, making this approach infeasible
even for shallow networks in high dimension.

The talk presented hardness results for verification [4]. For one hidden layer,
several verification tasks are shown to admit no n°®-time algorithm under the
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Exponential Time Hypothesis, including verification over full-dimensional polyhe-
dra, positivity testing, maximization over open sets, computation of the Lipschitz
constant, and surjectivity testing. For two hidden layers, even deciding whether
the network is identically zero, or approximating its maximum or Lipschitz con-
stant, remains hard in the same sense. These results indicate that worst-case
high-dimensional verification is unlikely to become tractable without additional
structural assumptions.

One such structural assumption is positivity of weights beyond the first layer,
leading to the class of input-convex neural networks (ICNNs). These networks
compute convex CPWL functions. Via a duality of convex CPWL functions and
polytopes, the £1-Lipschitz constant can be computed via linear optimization over
the associated polytope, leading to a polynomial-time algorithm for ICNNs.

The third part of the talk dealt with parameterization and identifiability [5]. A
ReLU network architecture A induces a parameter-to-function map

NAiGA_)]:A-

The fiber ,u;ll (fe) consists of all parameter choices representing the same function.
Some symmetries are always present: neurons can be permuted within a layer, and
for homogeneous activations like ReLU one may rescale incoming and outgoing
weights inversely.

For three-layer architectures of the form (d, n1, ne, m) with a bottleneck ny < d,
the talk presented a generic structural description of these fibers. For generic
parameter choices, the fiber can be expressed as the intersection of an algebraic
variety with a polyhedral cone, and its dimension can be computed explicitly.
Remarkably, this structure depends only on the sign pattern of the weights in the
second layer. In particular, generic parameters need not be identifiable even after
quotienting by the standard permutation and scaling symmetries. This provides a
systematic description of nontrivial parameter fibers in a nontrivial architectural
regime and raises natural questions for deeper networks.

Overall, the talk emphasized that many central properties of ReLLU networks
can be understood fruitfully through geometry and combinatorics. Exact repre-
sentability is closely tied to the structure of CPWL functions, verification complex-
ity reflects the combinatorics of activation regions, and parameter identifiability is
governed by algebraic and polyhedral structure in parameter space.
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On the Natural Gradient of the Evidence Lower Bound
NIHAT AY

Generating samples from a complex probability distribution is one of the central
challenges in generative machine learning. Examples of such distributions include
natural images or sequences of words used in large language models. A key goal
when training a generative model is to maximize how well the model explains
observed data, often measured using a quantity called the evidence.

Because this objective is difficult to compute directly, it is typically replaced
with an easier-to-handle approximation known as the evidence lower bound, or
ELBO. To make this possible, an additional model-—called a recognition network—
is trained alongside the generative model. The ELBO originates from variational
methods, which were first developed in statistical physics by Richard Feynman to
approximate physical quantities such as free energy. Over time, these methods
were adapted for use in statistics and machine learning, where they proved useful
in early models like the Helmholtz Machine and later in modern approaches such
as Variational Autoencoders and other deep generative models. Beyond machine
learning, the ELBO also plays an important role in fields like cognitive science and
neuroscience, where it underlies the Free Energy Principle.

Intuitively, one might expect that the difference between the true objective (the
evidence) and its lower bound (the ELBO)—known as the variational gap—has a
strong influence on how well a model learns. Researchers have studied different
parts of this gap and how they affect learning. While it may seem beneficial to
make this gap as small as possible, it has been observed that a tighter approxima-
tion does not always improve learning and can sometimes even make it worse.

To better understand this, our work focuses on the idea that learning with
gradient-based methods depends less on the size of this gap itself and more on
its gradient. Even if the gap is large, it may have little effect on learning if its
gradient is close to zero. To analyze this idea, we use information geometry, a
mathematical framework that is particularly well suited for studying probability
distributions and learning processes.

Information geometry views families of probability distributions as geometric
spaces with special structure. This perspective allows us to define a natural way of
measuring distances and directions within this space. In particular, it introduces
the concept of the natural gradient, which takes the underlying geometry into
account and often leads to more efficient learning than standard gradient methods.
In this framework, learning can be interpreted as moving along the most direct
paths toward an optimal solution.

However, applying this geometric approach in practice is not straightforward.
One challenge is that learning typically takes place not in the full space of all
possible distributions but in a smaller, restricted model. When the geometric
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structure is restricted to such a model, it often becomes more complicated and
may lose its desirable properties. A second challenge arises when models include
hidden or latent variables, which are commonly used to increase their expressive
power. In such cases, the model we actually observe is derived from a larger model
by ignoring these hidden variables. Even if the larger model has nice geometric
properties, these properties may not carry over to the observed model.

In summary, there are two main sources of complexity: restricting the full space
to a smaller model, and reducing models by removing hidden variables. In this
work, we separate these two effects by first studying learning in the full space
and then extending the analysis to restricted models. From this perspective, we
compare optimizing the original objective function (the evidence) with optimizing
its lower bound (the ELBO). We show that, in the full space without restrictions,
both lead to the same natural gradient, which is a remarkable result. However,
this equivalence may break down when learning is restricted to a smaller model.
We identify a condition under which the equivalence still holds, based on a special
type of model structure, leading to the notion of cylindrical models.
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‘Workshop Outcomes and Future Directions
ORGANIZERS

A distinctive feature of the workshop was the substantial time devoted to discus-
sion and collaborative activities. In addition to the formal presentations, partici-
pants engaged in focused discussions aimed at identifying common challenges, clar-
ifying connections between different research directions, and formulating promising
open problems. The discussions repeatedly returned to the following directions.

Direction 1: Toward a Theory of Complezity for Modern Learning Systems. One
of the most fundamental questions emerging from the workshop concerns the no-
tion of complexity itself. Classical measures based on parameter counts, norm
constraints, VC dimension, or capacity estimates often fail to explain the behavior
of highly overparameterized models. Modern learning systems routinely generalize
despite having far more parameters than training examples, exhibit regular scaling
behavior, and often appear to discover solutions of surprisingly low effective com-
plexity. The workshop highlighted a broad range of mathematical perspectives on
complexity, including geometric, computational, representational, and dynamical
viewpoints.

A central challenge for future research is to determine whether these notions
reflect distinct phenomena or whether they are manifestations of a smaller set
of underlying principles. Historically, concepts such as dimension, entropy, cur-
vature, and energy unified broad collections of results across mathematics and
physics. Several discussions suggested that machine learning theory may require
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comparable organizing concepts, capable of connecting representation, computa-
tion, optimization, and generalization within a common framework. The dis-
cussions throughout the workshop suggested that progress toward such a theory
will likely require combining ideas from geometry, probability, dynamical systems,
approximation theory, information theory, and computational complexity. Iden-
tifying the appropriate mathematical abstractions for modern learning systems
remains one of the most important long-term challenges for the field and may
ultimately prove foundational for the development of a unified theory of machine
learning.

Direction 2: Implicit Bias as a Theory of Learning. A recurring observation
throughout the workshop was that modern learning systems cannot be under-
stood solely through the objective functions they optimize. In overparameterized
settings, many solutions achieve comparable training performance, yet learning
algorithms consistently select particular solutions that often generalize well. Ex-
plaining this solution-selection phenomenon remains one of the central challenges
of modern learning theory.

Across a wide range of models and training procedures, speakers emphasized
that optimization algorithms themselves act as powerful sources of inductive bias.
Optimization dynamics, architectural symmetries, stochasticity, initialization
schemes, data distributions, and computational constraints all influence the so-
lutions obtained during training.

A major challenge for future research is therefore to develop predictive theories
of solution selection. Such theories would seek to explain how optimization dy-
namics interact with architecture, randomness, and data geometry to determine
the representations ultimately learned by a model. Understanding these biases,
and determining the extent to which they can be characterized, predicted, and
controlled, remains a central objective for the field.

Direction 3: Understanding Learned Representations. A central scientific challenge
emerging from the workshop concerns the formation, organization, and evolution
of learned representations. Modern learning systems appear capable of construct-
ing internal representations that support abstraction, transfer, reasoning, adapta-
tion, and generalization across tasks and environments. Understanding how such
representations emerge during training, how they are shaped by architecture and
optimization, and how they influence downstream behavior remains one of the
least understood aspects of contemporary machine learning.

Several talks addressed different facets of this problem, including feature learn-
ing beyond kernel and lazy-training regimes, representation geometry, conden-
sation phenomena, curriculum learning, weak-to-strong generalization, synthetic
data generation, and the effects of distribution shift. Although these directions
are often studied independently, many discussions suggested that they may re-
flect common mechanisms governing how learning systems acquire, organize, and
transform information. The emergence of foundation models has made these ques-
tions particularly pressing, as many of their most striking capabilities appear to
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depend on the structure and evolution of internal representations learned during
large-scale training.

A major challenge for future research is to develop mathematical theories capa-
ble of explaining representation formation across architectures, scales, and training
paradigms. An important open question is whether the phenomena observed in
contemporary foundation models require fundamentally new principles or can be
understood through extensions of existing theories of approximation, optimization,
and statistical learning. Clarifying this distinction may ultimately determine the
extent to which a unified theory of representation learning can explain the diverse
capabilities observed in contemporary Al systems.

Direction 4: Understanding the Computational Limits of Learning. Classical learn-
ing theory has traditionally focused on statistical limitations arising from finite
data. Throughout the workshop, however, many examples pointed to a different
challenge: learning problems that are statistically tractable yet computationally
difficult. This shift was visible across a wide range of settings and suggests that
statistical and computational considerations can no longer be studied in isolation.

Examples arose in diffusion models, neural network training, exact function
computation, gradient-based optimization, and complexity-theoretic analyses of
learning algorithms. Although these problems differ substantially in their mathe-
matical formulation, they share a common feature: the attainable performance of a
learning system is determined not only by the information available in the data, but
also by the computations that can be carried out efficiently. Questions concerning
reasoning, sequential computation, optimization dynamics, circuit complexity, and
algorithmic tractability therefore appear increasingly intertwined with questions
of learning and generalization.

A central challenge for future research is to develop mathematical frameworks
capable of characterizing the computational capabilities and limitations of modern
learning systems. Such a theory would seek to explain which tasks are learnable
in principle, which are learnable efficiently, and how this distinction depends on
architecture, optimization, representation, and available computational resources.
Several discussions suggested that computation may ultimately play an organizing
role in machine learning theory comparable to that of complexity theory in com-
puter science, providing a language for understanding broad classes of phenomena
that cannot be explained through statistical considerations alone.

Direction 5: Learning Systems in Physical and Social Environments. Several dis-
cussions during the workshop highlighted that machine learning theory is entering
a new phase in which the primary object of study is no longer an isolated pre-
dictive model, but a learning system embedded within a physical, biological, or
social environment. As machine learning systems continue to increase in scale
and capability, questions concerning computation, energy consumption, interac-
tion, alignment, and collective behavior are becoming increasingly intertwined
with traditional questions of learning and generalization.
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One direction concerns the physical foundations of learning and computation.
Topics discussed during the workshop included neuromorphic computing, spik-
ing neural networks, analog computation, and energy-efficient hardware architec-
tures. These developments raise mathematical questions concerning the relation-
ships among computation, representation, dynamical systems, and physical re-
source constraints. Understanding the tradeoffs between accuracy, computational
complexity, energy consumption, and hardware design may ultimately require the-
oretical frameworks that extend beyond the assumptions of contemporary digital
computation.

A second direction concerns learning systems that interact with humans and
with one another. Discussions of representation alignment, interpretability, ro-
bustness, and multi-agent dynamics pointed toward a common challenge: under-
standing how learning systems behave when embedded in larger networks of agents
and information flows. Questions of coordination, communication, consensus for-
mation, robustness, and adversarial influence naturally combine ideas from ma-
chine learning, dynamical systems, network science, control theory, neuroscience,
and cognitive science. Developing mathematical frameworks capable of describing
learning systems operating under physical constraints and in interaction with hu-
man and artificial agents may become one of the central long-term directions for
the field.

Concluding Remarks. The workshop demonstrated both the remarkable progress
that has been achieved in understanding modern learning systems and the sub-
stantial challenges that remain open. Perhaps the clearest conclusion emerging
from the discussions was that machine learning theory is currently undergoing a
period of conceptual consolidation.

Across a wide range of models, algorithms, and applications, a common collec-
tion of ideas about complexity, representation, optimization, stochasticity, compu-
tation, and scaling, continues to reappear in different forms. While these concepts
are often studied separately, an increasing number of results suggest that they may
be illuminating different facets of a common underlying set of principles.

Several discussions drew comparisons with earlier stages in the development of
other scientific fields. Lasting progress depended not on solving isolated problems,
but on identifying the mathematical objects and organizing principles capable of
explaining broad classes of phenomena. Whether machine learning will ultimately
admit such a unified mathematical description remains an open question. Nev-
ertheless, the workshop suggested that the central challenge facing the field is
increasingly one of synthesis: to identify the concepts, structures, and laws that
govern learning systems across architectures, scales, and domains. The search
for such principles is likely to shape the mathematical foundations of artificial
intelligence for years to come.

Reporter: Moritz Grillo
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